SMALL-BATCH TRAINING WITH ADAMW - RESEARCH REPORT

RESEARCH RECORD - 1 OCTOBER 2026

Small-Batch Training
with AdamW

Synchronous and Four-Worker
Decentralized Training

Abstract

This investigation studies the interaction between batch size, Adam moment memory, and gradient clipping at
a fixed training-target budget. A 20.4-million-parameter language model is trained on C4 with global batches
of 16, 32, 64, and 128 sequences. We compare synchronous AdamW with four logical decentralized workers
sharing one GH200, using independent local moments and reciprocal one-peer exponential parameter mixing.
The evidence combines completed synchronous tuning, a unified clipped decentralized grid, a fixed-configu-
ration clipping ablation, and a separate no-clipping grid. Results are frozen through 1 October 2026. [S1-S5]

Smaller batches can improve final full-validation loss, but the best observed batch is 32 or 64 rather than 16.
Higher first-moment retention is favored as batches shrink; second-moment tuning supports a broad near-
one region rather than a strictly monotonic rule. Tuned clipped decentralized training is numerically close to
synchronous training, with matching-batch loss gaps of 0.004224-0.008296. Clipping is frequent at the smallest
decentralized local batch, yet matched-grid comparisons show a larger benefit from clipping at larger global
batches. Removing clipping changes the preferred learning rate. These findings are conditional on the tested
model, data, token budget, and tuning protocols, and do not establish statistical equivalence or a universal
scaling law.

Reading the evidence. Lower validation loss is better. A “recipe” comprises the batch, learning rate, Adam coeffi-
cients, and other fixed optimizer settings. Unless explicitly stated otherwise, reported means use seeds 42-44 and
error bars are sample standard deviations. These seeds contribute to tuning; they are not a fresh confirmation set.

Companion material

The companion presentation contains exactly 13 slides. This report provides the methods, qualified findings,
individual-seed result tables, and technical appendix. Figures and numerical tables are regenerated from bun-
dled extracts; reproducing the documents does not launch training or require access to the original campaign
directories.
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1 Experimental design
1.1 Controlled training and evaluation budgets

Every principal comparison uses the same decoder-only model with 20,403,520 unique parameters, context
length 512, the frozen C4 token cache, and 408,092,672 global training targets. Each run completes 40 virtual
epochs, with 20,447,232 warmup targets and cosine decay to zero. A virtual epoch is a reporting interval
defined by the target budget, not a complete pass through C4. The final metric is mean cross-entropy in nats
per target over all 197,411,295 validation targets. Perplexity is the exponential of that loss. [S1, S2, S5]

Setting Executed value

Model 8 transformer blocks; width 320; 5 attention heads; head dimension 64; feed-forward
width 896; vocabulary 32,000; tied input/output embeddings

Precision / kernels FP32 parameters and Adam moments; BF16 AMP; compiled SDPA; nondeterministic
GPU execution

AdamW Weight decay 0.1; epsilon 1078; tuned LR, /3;, and 3,; decay omitted for one-dimen-
sional parameter tensors

Clipping Threshold 1 for synchronous and clipped decentralized training; disabled with
grad_clip: null for the no-clipping study

Final validation Batch 128; complete cached validation split; no test-set claims

Persistence No checkpoints or weight files saved by these campaigns; configuration, metrics,

result, environment, and scheduler evidence retained

1.2 Global and local batch size

The synchronous method updates one model with the full global batch. The decentralized method holds
four local models and four independent pairs of Adam moment states. Each worker processes one quarter
of the global batch. Thus the global batches 16, 32, 64, and 128 correspond to local batches 4, 8, 16, and 32.
Each decentralized worker consumes 102,023,168 targets over the run. Four consecutive positions in the
interleaved buffered sample stream are assigned across the four workers. [S2, S5]

All four logical workers are packed onto one GH200. This controls a local implementation of decentralized
optimization; it is not a four-GPU experiment and does not measure network communication, cross-device
synchronization, or distributed scaling. Independent local moments distinguish this method from synchronous
gradient averaging even when parameters are mixed frequently.

Fairness of the comparison. Model size, context, training targets, warmup targets, validation coverage, and
precision are held fixed. Search spaces and selection procedures differ across studies. The final quality comparison is
therefore exploratory, not a controlled comparison of equally tuned algorithms.
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2 Decentralized optimizer and measurement definitions

2.1 AWC ordering and reciprocal mixing

At update ¢, worker ¢ computes the gradient of its local mean loss at its current parameters 6, ;. Local losses
are summed for backpropagation, so no additional factor of one quarter scales a worker’s gradlent When
enabled, clipping applies to that worker’s full parameter-gradient norm before parameter mixing. The AWC

execution order is local forward/backward — local clipping — parameter mixing — independent
AdamW update. [S2, S5]

For four workers indexed from zero, the peer is obtained by flipping bit ¢ mod 2 of the worker index. Pairings
alternate between (0, 1), (2, 3) and (0, 2), (1, 3). Every pairing is reciprocal. If p,(; denotes this peer,

0;c+ 6,
1, t(3)s
= 1
yz,t 2 ( )
There is no adaptive consensus schedule. The local gradient was evaluated before replacing parameters by y; ;.
Write g, ; for the clipped local gradient, or the unchanged local gradient when clipping is disabled. It updates
only that worker’s moments:

M t41 = /Blmi,t +(1— /Bl)gi,w (2)
Vi i1 = Baviy + (1 — Ba)Gi s (3)
Writing 77, 4,1 = 115—2111 and 9; ;1 = lv_’ﬁ—tgjl for the bias-corrected moments, the AdamW step is
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Products, squares, and divisions are coordinatewise. The decay coefficient A is 0.1 for matrix-like parameters
and zero for one-dimensional tensors. Local moments are not averaged or exchanged.

2.2 Clipping and evaluation
Enabled clipping rescales a local gradient using min(l, m). Logged norms are pre-clipping norms.

A clipping counter records whether the norm exceeds the configured threshold. A decentralized clipping
frequency pools worker-update counts; a synchronous frequency counts single-model updates. The counters
are not a measure of clipping magnitude or of its causal benefit. [S3]

Final decentralized evaluation first forms the arithmetic parameter mean in FP32,

i-(3) S0, (5)

=0

then evaluates that single model on the complete validation cache. It does not average worker losses or
logits. Intermediate subset-validation measurements are not substituted for final full-validation loss. Exact
token budgets, four-worker metadata, finite measurements, and final-validation coverage are checked before
an observation enters the analysis. [S2, S5]
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3 Study structure and selection

3.1 Synchronous tuning

The synchronous study first tunes LR and 3, at 8; = 0.9, separately for weight decays zero and 0.1. Seed 42
screens configurations, selected configurations receive seeds 43-44, and the procedure permits one LR endpoint
extension. Earlier fresh seeds 45-47 compare a selected smaller batch with batch 128 at these original 5; =
0.9 recipes. A later conditional sweep varies 3; while fixing LR and (3, to their selected values; one seed-42
minimum per batch and decay is frozen before its replication. The principal synchronous reference here is this
final conditional tuning at weight decay 0.1. Earlier fresh-seed results concern different recipes and appear
separately in the appendix. [S1]

3.2 Unified clipped decentralized tuning

The combined clipped grid contains 840 distinct seed-42 configurations, 210 per batch. It spans six LRs,
five first-moment coefficients, and seven second-moment choices, including a fixed global-target half-life. The
original campaign and its near-one [, extension each froze five configurations per batch before replication.
Consequently, there are 40 configurations with seeds 42-44, ten per batch, and 920 successful observa-
tions. The ten replicated configurations at each batch need not be the pooled grid’s top ten. This report ranks
the available complete three-seed configurations together and preserves both original selections. [S2]

3.3 Fixed-configuration ablation and no-clipping tuning

The original clipping ablation takes the top two clipped configurations at batches 16 and 32, then runs each
without clipping on seeds 42-44. It contains twelve no-clipping observations and holds the other recipe settings
fixed. It is followed by a separate no-clipping grid containing 480 seed-42 configurations, 120 per batch. That
grid removes 3; = 0.9, 85 = 0.98, and each batch’s highest LR from the combined clipped grid. Five successful
configurations per batch are frozen using seed-42 loss only, breaking exact ties by lower LR, then 3, then 3,.
They receive seeds 43-44, yielding 520 primary observations. [S4, S5]

Four authenticated ablation observations at seed 42 enter the no-clipping screening grid. Existing seeds 43-44
enter its primary results only when the corresponding configuration is promoted; other old replications remain
supplemental. Imports retain their original scheduler and artifact evidence. They are deduplicated by complete
configuration identity and seed, including clipping configuration, rather than by a human-readable recipe key
that may omit clipping.

Three different comparisons. Separately tuned winners answer which tested recipe performed best. Fixed-config-
uration interventions compare clipping choices at the same settings. Matched-grid screening contrasts all common
configurations at seed 42. These comparisons answer related but different questions.
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4 Finding 1: smaller batches can improve quality
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Figure 1: Three-seed final validation loss for the selected synchronous and clipped decentralized recipes. Error bars are sample
SD; configurations were selected through different tuning protocols. [S1, S2]

The best observed synchronous mean is 3.557833 at global batch 64. The best clipped decentralized mean is
3.562323 at global batch 32. Relative to their respective batch-128 selections, these improve loss by 0.009597
and 0.013404. The same fixed global-target budget therefore admits better tested recipes at smaller batches.
[S1, S2]

The trend is not monotonic. At batch 16, the selected means are 3.563334 for synchronous training and 3.570822
for clipped decentralized training. Neither is the best observed value for its method. “Smaller batches help”
should therefore be read as a possibility supported by tuning, not as a directive to choose the smallest batch or
an assertion that batch size alone caused the gain.

Because reducing batch size increases the number of parameter updates at a fixed target budget, the optimizer
experiences both a different gradient estimator and a different number of moment updates. Adjusting LR and
moment coefficients is part of the experiment. Holding those settings fixed would answer a different question
from the final tuned comparison.

Practical implication. Choose batch size jointly with optimizer settings and the compute objective. The observed
quality optimum at a fixed token budget need not minimize wall-clock time.



SMALL-BATCH TRAINING WITH ADAMW - RESEARCH REPORT

5 Finding 2: the decentralized quality gap is small
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Figure 2: Clipped decentralized minus synchronous final validation loss at matching global batches. Perplexity ratios are computed
from the mean-loss difference. This is an exploratory tuning comparison, not an equivalence test. [S1, S2]

bG;ct?:l Sync. mean Decentr. mean Loss gap Perplexity gap
16 3.563334 3.570822 +0.007488 0.752%
32 3.558099 3.562323 +0.004224 0.423%
64 3.557833 3.565352 +0.007518 0.755%
128 3.567431 3.575727 +0.008296 0.833%

All four clipped decentralized winners are numerically worse than their synchronous references, but the
differences are small on this loss scale. The range 0.004224-0.008296 corresponds to approximately 0.42%-0.83%
higher perplexity. The calculation uses 100(exp(AL) — 1); it is not a percentage difference in cross-entropy.

The sample SDs characterize variation across three seeds at selected recipes. They do not correct for selecting
among many candidates, and the repeated seed labels do not guarantee matched random trajectories between
methods. The observed closeness is compatible with a useful decentralized optimizer, but does not establish
equal population performance, a non-inferiority margin, or a four-device speed advantage.
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6 Finding 3: smaller batches favor longer moment memory
6.1 First moment: a coherent token-horizon interpretation
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Figure 3: Selected first-moment coefficients and their global-target half-lives. The synchronous batch-16, -32, and -64 choices
preserve approximately 0.56 million targets of exponential memory. This is an interpretation of the observed choices, not an
independently verified scaling rule. [S1, S2, S5]

For an exponential coefficient 3, the half-life in updates is — Eé;% Multiplying by the global targets consumed

per update places memory on a common data scale. A fixed § shortens this target horizon when the batch
shrinks. Raising /3; can compensate for the increased update frequency.

The final synchronous choices progress from 8; = 0.9 at batch 128 to 0.96, 0.98, and 0.99 at batches 64, 32, and
16. Their first-moment global-target half-lives at the three smaller batches are 0.556, 0.562, and 0.565 million
targets. The decentralized selections similarly use 0.99 at batch 16 and 0.98 at batch 32, while larger batches
select 0.95. [S1, S2, S5]

This consistency supports tuning moment memory in target units. It does not prove that a constant half-life is
optimal: synchronous tuning was conditional on LR and f3,, the candidate sets differ, and some choices lie at
grid boundaries. For a decentralized worker the local-target half-life is one quarter of the global-target value;
global and worker units should never be interchanged.
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6.2 Second moment: a near-one plateau, not a monotonic law
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Figure 4: Seed-42 screening profiles minimize over LR and first-moment coefficient at each second-moment choice. Replicated
comparisons keep LR and first moment fixed. A profile minimum is a selected screening measurement, not a replicated effect
estimate. [S2, S5]

The small-batch decentralized searches benefit from exploring 8, much closer to one than lower tested values
such as 0.98 or 0.99. The selected clipped choices are 0.9999 at batch 16 and 0.999999 at batch 32, compared with
0.999 at batch 128. However, the batch-16 optimum is below the batch-32 optimum, so a strictly monotonic
“smaller batch means larger 3,” rule is unsupported. [S2]

By Seed 42 Mean 42-44 Sample SD Mean 43-44
0.9999 3.558581 3.562874 0.004714 3.565021
0.99999 3.564046 3.563142 0.002551 3.562691
0.999999 3.559233 3.562323 0.004024 3.563868

At batch 32, the LR-0.004 / 8; = 0.98 configurations above have very similar three-seed means. Their ordering
changes with the seed subset. The resulting plateau is more informative than declaring one extremely long
half-life uniquely optimal. A coefficient near one also implies that its nominal half-life may exceed the entire
training budget; bias correction and transient moment dynamics therefore matter. The half-life is a property
of exponential weighting, not evidence that a run reached a stationary second-moment regime.
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7 Finding 4: clipping is frequent at very small local batches
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Figure 5: Clipping frequency for selected recipes, averaged over seeds 42—-44. Decentralized rates pool four worker-update
counters. Historical synchronous batch-128 counters are unavailable and are shown as missing. [S2, S3]

The selected clipped decentralized recipe at global batch 16 uses local batches of only four sequences. It clips
roughly 84% of worker updates. At global batch 32, the winning recipe clips roughly 2.5%, while rates at batches
64 and 128 are below 1%. These measurements describe a striking change in the local optimization dynamics.
[S2, S3]

The available final synchronous recipes clip far less often: below 0.64% on average across seeds at batches 16,
32, and 64. Most synchronous clipping occurs early. The earlier audit also reports epochs 3-40 separately, but
that range is not exactly the post-warmup interval. Historical synchronous batch-128 logs lack the needed
epoch counters, so no rate is imputed. [S3]

Clipping frequency depends on the entire selected recipe, including LR and moment memory, and on the local
gradient estimator. It does not measure how far above one a norm lies, how much the direction changes after
Adam preconditioning, or how useful the intervention is for final loss. In particular, a high frequency need
not imply that clipping should be removed. The fixed-configuration experiment and the broader common-grid
comparison test the latter question directly.

Disabled clipping counters. Zero counters in no-clipping runs are a consequence of grad_clip: null. They do
not show that gradient norms remained below one.
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8 Clipping intervention at fixed configurations
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Figure 6: No clipping minus threshold-one validation loss for the original four selected configurations. Individual seeds and their
three-seed averages are shown. Error bars are sample SDs of the three same-seed differences, not confidence intervals. Positive
differences favor clipping. Configurations were selected from the clipped study before this intervention. [S4]

Batch LR B1 Bs Clipped No clip Mean A

16 0.002 0.99 0.9999 3.570822 3.56715 -0.003672
16 0.002 0.99 0.99999 3.571876 3.571455 -0.000421
32 0.004 0.98 0.999999 3.562323 3.56659 +0.004267
32 0.004 0.98 0.9999 3.562874 3.568537 +0.005663

Removing clipping improves the mean for both batch-16 configurations, with a larger improvement for 3, =
0.9999. At batch 32, both fixed configurations worsen without clipping. This is consistent with the hypothesis
that the consequences of clipping depend on the batch and optimizer settings. The changes are small relative
to some of the seed-to-seed differences, so neither the sign nor the magnitude should be overstated. [S4]

This intervention inherits the original clipped study’s selection: these were its top two three-seed recipes at
each of two batches. It does not search for the best no-clipping LR or moment coefficients, and it contains
no batch-64 or batch-128 runs. The later no-clipping grid addresses this restriction. Reusing the ablation runs
avoids duplicate experiments, but does not convert their old replication seeds into an independent confirmation
set.

10
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9 Finding 5: clipping helps more at larger batches in the common
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Figure 7: Distributions of no-clipping minus clipped seed-42 loss over 120 matched configurations per batch. LR, moment coeffi-
cients, batch, and seed are fixed. All points are retained. Boxes show quartiles with 1.5-IQR whiskers; the symmetric-log loss axis
is linear within +0.025. [S2, S5]

Batch Pairs
16 120
32 120
64 120
128 120

Median A

-0.006032
+0.005791
+0.037224
+0.239531

Mean A
-0.001056
+0.02315
+0.087865
+0.319145

No-clip wins
79 /120

38 /120
247120
9/120

The grid contrast is broader than the original four-configuration intervention. At batch 16, no clipping wins on
most common configurations and the average difference is slightly negative. At batches 32, 64, and 128, most
common configurations favor clipping, and larger positive differences emerge. The mean is sensitive to badly
performing unclipped runs; medians, complete distributions, and exact values are therefore reported together.

The apparent reversal between clipping frequency and usefulness is a substantive empirical result. The batch
with the most frequent clipping does not show the largest benefit from retaining it. One plausible explanation
is an interaction between LR, moment adaptation, and the size of occasional gradients, but the saved runs do
not identify that mechanism. A single-seed grid with unequal distances from each method’s optimum cannot
establish that clipping inherently becomes more useful as batch size increases.

11



SMALL-BATCH TRAINING WITH ADAMW - RESEARCH REPORT

10 Retuning without clipping changes the preferred learning rate
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Figure 8: Separately tuned three-seed winners for synchronous, clipped decentralized, and no-clipping decentralized training.
Error bars are sample SD. The accompanying LR comparison distinguishes retuning from a fixed-configuration intervention. [S1,

S2, 5]
Batch Clipped LR No-clip LR No-clip mean Sample SD A vs. clipped
16 0.002 0.002 3.56715 0.003728 -0.003672
32 0.004 0.003 3.563673 0.002762 +0.001349
64 0.006 0.004 3.569389 0.004656 +0.004037
128 0.008 0.004 3.591146 0.000905 +0.015419

The no-clipping selections use lower LRs at batches 32-128. After retuning, no clipping is numerically best
among the decentralized methods at batch 16, but the clipped choices retain lower mean loss at the other three
batches. The best no-clipping recipe overall is at batch 32: LR 0.003, 8; =0.98, 85 =0.999999, with mean loss
3.563673. [S5]

At batch 32, the lower LR changes the clipping comparison: the fixed LR-0.004 configurations favored clipping,
while a smaller LR is preferred in the no-clipping search. The three-seed overlap includes LR-specific interven-
tions and is tabulated in the appendix. Thus the conclusion is not “always clip at batch 32”; it is that clipping,
LR, and moment memory should be tuned together. The independently selected winner difference must not be
treated as the isolated causal effect of clipping.

12
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11 Quality, throughput, and memory

- = 161

>0 £

S5 1.5 =14

35 S

e = 12

s+ -

%-S 1.0 -g 10

© = —8— Synchronous o

_,G_',) E —8— Decentralized, clipped m 8-

wn = 0.5 , i - Declentralized, no clip;l)ing ﬁ I I I I

16 32 64 128 16 32 64 128
Global batch size Global batch size

Figure 9: Descriptive throughput and session duration versus global batch. Recipe pools and execution strata are retained in the
bundled tables. Four logical workers share one device; no distributed-scaling claim is implied. [S1, S2, S5]

Smaller batches require more optimizer updates to consume the same number of targets. They can improve
validation quality while reducing steady target throughput. The quality objective in this study is fixed-token
performance; choosing a batch for minimum training time would require a different comparison, such as time
to a predetermined validation target.

Steady throughput uses summed target increments divided by summed measured training-window seconds for
complete logging windows that begin at or after the warmup target boundary. Windows crossing that boundary
are excluded. This ratio is not an arithmetic mean of instantaneous rates. Session throughput additionally
includes measured validation work and differs from steady throughput; it does not include scheduler queue time
or all process-startup work. Hardware allocation and software/environment strata may differ across campaign
observations, so throughput comparisons are descriptive rather than controlled benchmarks. [S1, S5]

The reported peak allocated memory includes final evaluation at batch 128. It is not a clean measure of
training activations at the configured local batch. Fixed model and optimizer storage, evaluation allocations,
compiled execution, and the measured lifetime all contribute to the peak. A slightly larger observed peak at
smaller training batches therefore does not establish that smaller batches intrinsically require more activation
memory. The saved counters do not isolate which allocation caused an individual peak.

Practical implication. The observed quality gains at small batches should be weighed against update overhead and
target throughput. These runs cannot establish communication efficiency or four-GPU scaling.

13
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12 Replication, near ties, and remaining boundaries
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Figure 10: Seed-42 screening and replication summaries illustrate the sensitivity of close rankings to the seed subset. The same
frozen configurations are retained when averaging seeds 43—-44. Error bars, where present, show sample SD. [S1, S2, S5]

Screening chooses configurations from one seed, so unusually favorable seed-42 measurements are likely to
occur among selected candidates. Replication is useful because it reveals whether the seed-42 ordering persists.
At batch 32, several clipped configurations with near-one second-moment coefficients remain close after
replication; their relative ordering changes between seed 42, seeds 43-44, and all three seeds.

The “mean 43-44” column keeps each displayed recipe fixed and changes only the subset of losses averaged.
It does not reselect recipes. For decentralized final rankings, these seeds contributed to selecting the best
replicated recipe. For the synchronous conditional comparison, they were also involved in the earlier LR/[,
tuning. Neither use provides a fresh-seed confirmation of the final method comparison.

Boundary flags are recomputed against the appropriate executed grid. The selected clipped batch-32 configu-
ration reaches the upper 3, endpoint. In the no-clipping grid, the batch-32 winner also reaches that endpoint,
while the batch-64 and batch-128 winners reach the lower 3; endpoint. Such flags identify an unresolved tuning
direction; they are not evidence that extending a grid would improve performance, and no automatic extension
or replacement of frozen selections is performed. [S2, S5]

Precision of the conclusions. With three seeds and selection across many candidates, small differences in final
means should be interpreted alongside individual losses, sample SD, and the protocol. The report does not claim
significance, equivalence, or a definitive ordering of near ties.

14



SMALL-BATCH TRAINING WITH ADAMW - RESEARCH REPORT

13 Limitations and conclusions
13.1 Limits of the evidence

The study tests one model scale, one context length, one data cache, and a single fixed target budget. There is no
independent test-set evaluation or downstream benchmark. Synchronous tuning is sequential and conditional;
decentralized tuning uses wider joint grids, and the clipped and unclipped grids differ. The chosen winners are
consequently selected observations from different procedures. Validation comparisons are exploratory even
when budgets match exactly.

Three seeds provide limited information about run-to-run variability. Reused integer seeds do not ensure
identical numerical trajectories, data-worker assignments, or stochastic kernels between algorithms. Reported
sample SDs are descriptive and are not confidence intervals. Seed-wise differences are useful bookkeeping but
do not by themselves establish a paired statistical design for every cross-method comparison.

The packed implementation provides four independent local optimizers on one physical device. It demonstrates
an optimizer behavior, not multi-device speedup. Final parameter averaging is part of the evaluated algorithm.
Throughput and memory are measured properties of the complete execution, including specified validation
work, and should not be interpreted as pure model-compute or activation-memory costs.

The matched clipping grid contains successful finite results for every common seed-42 configuration. Never-
theless, differences in its medians or means remain conditional on the chosen grid and its LR range. The current
evidence does not isolate why clipping is useful in a particular regime; more frequent clipping and greater
benefit are distinct empirical quantities.

13.2 Five conclusions

1. Small batches can improve validation loss at fixed targets. The strongest observed synchronous and
clipped decentralized means occur at batches 64 and 32, respectively. Batch 16 is not consistently best.

2. Adam memory should be retuned as the batch shrinks. Higher 3, is consistently favored at small
batches. Near-one (3, values merit exploration, but the second-moment trend is neither strictly monotonic
nor sharply identified within the near-optimal plateau.

3. Tuned clipped decentralized quality is close to synchronous quality. Matching-batch gaps are small
on the loss and perplexity scales, without establishing equivalence.

4. Very small local batches clip frequently. The extreme rate at local batch four contrasts with much lower
rates in the selected synchronous runs. Frequency alone does not establish usefulness.

5. Within the common grid, clipping helps more at larger batches. No-clipping retuning partly compen-
sates through smaller LRs. The intervention should therefore be considered jointly with batch, LR, and
moment coefficients.

The most defensible practical recommendation is to tune the optimizer as a coupled system, report the target
budget and throughput separately, and retain replicated near ties rather than overinterpreting a single winning
coefficient.
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A Exact search protocols

A.1 Shared budget and rounding

Context length is 512; global batch denotes sequences per update. The total update counts for batches 16, 32, 64,
and 128 are respectively 49816, 24908, 12454, and 6227. Warmup ends after 2,496, 1,248, 624, and 312 updates.
All runs use complete updates and 40 aligned virtual epochs. Historical batch-128 rounding is preserved by
the nominal tokens-per-parameter settings: 20 and 0.5 for batch 128, and 20.001092 and 0.5000273 for smaller
batches. The authoritative realized target counts are identical across all four batches. [S1, S2, S5]

With ¢ denoting global targets after an update, C' = 408092672, and w = 20447232, the LR schedule is

c
Nmax w c<w

77(0) = 1+cos(7r(c7w))

C-—w
Mmax 2

(6)

c>w

The implementation clips cosine progress to [0, 1]. Warmup reaches the configured peak exactly, and the final
update uses zero LR. Logging intervals scale with global batch to compare target-scale progress.

A.2 Clipped and no-clipping decentralized grids

The  unified clipped search uses (3; in  {0.9,0.95,0.98,0.99,0.995} and [, in
{0.98,0.99,0.999,0.9999,0.99999, 0.999999, 2~>125omm0m }. Its original campaign tests five second-moment
values; the extension adds 0.99999 and 0.999999. The no-clipping grid drops 8; = 0.9, 8, = 0.98, and the largest
LR in each row below. [S2, S5]

Global Local Clipped learning rates; last value omitted without clipping
16 4 0.00025, 0.0005, 0.001, 0.002, 0.003, 0.004

32 8 0.0005, 0.001, 0.002, 0.003, 0.004, 0.006

64 16 0.001, 0.002, 0.003, 0.004, 0.006, 0.008

128 32 0.002, 0.003, 0.004, 0.006, 0.008, 0.012

The clipped union has 4 x 6 x 5 x 7 = 840 screening points; the reduced no-clipping grid has 4 x 5 x 4 X
6 = 480. At each stage and batch, five successful seed-42 candidates are frozen before additional seeds, with
exact ties resolved by lower LR, 3, then 5. All primary observations completed successfully in the no-clipping
study. Attempts, imports, scheduler receipts, and historical cancellations remain distinct from experimental
observations.
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A.3 Synchronous grid and conditional first-moment tuning
The synchronous initial LR grid is {0.002, 0.003, 0.004, 0.006, 0.008,0.012} at batches 16, 32, 64, and 128. At
B = 0.9, both weight decays zero and 0.1 test two 3, policies:

B B
— T8 _ 9—512——
/82,transferred - 0'98128’ /82,10M =2 10000000 . (7)

Weight decay 0.1 additionally tests fixed 8, = 0.98; coincident policy values are deduplicated. Selected LR
endpoints may receive one factor-of-two extension. At weight decay 0.1, batches 16 and 32 add LR 0.001 for all
three second-moment policies. Historical batch-128 observations span LRs 0.002, 0.003, 0.004, 0.005, 0.006, 0.008,
0.01, and 0.012 crossed with [, values 0.95, 0.98, 0.99, and 0.999, always at 8; = 0.9. They remain eligible under
their authenticated source identity. The current-source batch-128 screen adds the six 10M-half-life choices plus
a fresh LR-0.008 / B, = 0.98 repeat; the other initial fixed-0.98 choices reuse historical evidence. Full executed
combinations are bundled. [S1]

The initial top two configurations per batch and decay receive seeds 43-44, followed by selection using their
three-seed means. A later seed-42 first-moment diagnostic tests {0, 0.7, 0.84,0.9,0.92,0.96,0.98,0.99} at each
selected recipe’s fixed LR and 3. One best 3, is frozen per batch and decay before additional seeds 43-44. The
report’s main synchronous curve uses the resulting weight-decay-0.1 recipes only. It does not pool the decay-
zero arm into the decentralized comparison or present the diagnostic minima as replicated results.

A.4 Result acceptance and selection eligibility

Completed results must match the frozen full configuration, source/cache identities, expected parameter
count, exact training targets, complete final-validation targets, finite measurements, and original scheduler
completion evidence. Decentralized results additionally require four-worker metadata and independent local
optimizer execution. Saving remains disabled. Numerical failures would remain outcomes; they would not
receive a finite loss, an artificial rank, or a numerical retry. A diagnosed infrastructure retry is allowed only
once in a fresh attempt directory after terminal scheduler evidence. [S2, S5]

For no-clipping imports, a short recipe ID is insufficient because historical recipe keys can be identical across
clipping settings. Authentication includes the resolved configuration with clipping disabled, source and cache
identity, artifact hashes, original receipt task mapping, and scheduler completion. Seed-42 imports enter
screening; seeds 43-44 are eligible for primary rankings only after their configuration is among the frozen top
five at that batch. The remaining imported replications are supplemental and are excluded from promotion and
primary ranking.

A.5 Boundary definitions

LR, first-moment, and second-moment flags indicate equality with the minimum or maximum tested value for
the relevant batch and method. Decentralized clipped flags use the entire unified grid; no-clipping flags use
the reduced grid. Synchronous flags reflect its conditional protocol and retained historical boundaries. A flag
is descriptive: it does not authorize further jobs, change a winner, or replace a frozen selection.
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B Moment half-lives and clipping counters

B.1 Exponential-memory units
For 0 < 3 < 1,a contribution’s unnormalized exponential weight after 4 updates is proportional to 3". Solving
Bt = % gives

In(2)
Hupdates(,@) = _ln(,B) ) (8)
B
Hglobal(ﬁ) = 512BHupdates([3)’ Hworker(B) =512 W Hupdates(ﬁ)‘ (9)

Here B is global batch and W is the number of logical workers: one for synchronous training and four for
decentralized training. The same definition applies separately to 5; and §,. At 8 = 0, no earlier update is
retained and the half-life is zero by convention.

The special candidate 8, = 25120000000 gives exactly 10 million global targets of nominal second-moment

half-life. For four workers, its per-worker half-life is 2.5 million targets. This relation concerns consumed-
target units; the workers’ moment states remain independent. A nominal half-life longer than a run is valid
and does not imply that the corresponding empirical moment estimate has stabilized.

B.2 Count definitions and missing measurements
Let I, ; indicate that a worker’s pre-clipping norm exceeds one on update ¢. For a decentralized run with T'
updates, the pooled frequency is

T 4
thl Zi:l Ly

T (10)

fclip =
The per-worker rate is > . —. For synchronous training the denominator is 7'. Frequencies in the selected-

recipe chart first pool each run’s counters and then average the three seed rates; identical budgets make this
equal to pooling those runs. All 40 epoch counters are included and cross-checked against text logs. [S3]

The epoch-3-40 diagnostic is explicitly a range of reporting epochs. It excludes most early training but does
not equal the exact post-warmup interval. Missing historical counters remain null and are excluded from
corresponding rate summaries. In particular, the final synchronous batch-128 historical reference has no
reconstructed clipping frequency. Disabled clipping counters are zero by configuration and carry no claim
about the unobserved threshold-exceedance rate in a counterfactual clipped run.

B.3 Interpretation of variability
2
For losses Lys, L3, L4, the reported mean is |L| = % and the sample SD is /> (Lsfz\Ll) . The

replication-only mean is % For fixed-configuration interventions, paired seed differences are computed
first and their sample SD is reported separately from each method’s SD.
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B.4 Selected moment half-lives

Values below are in millions of targets. The update half-life is recovered by dividing the global-target value
by 512B. Synchronous per-worker and global values coincide. No-clipping and clipped rows retain distinct
identities even when their coefficients match.

Method Batch 3, global B, worker B, global B, Worker
Synchronous 16 0.565 0.565 10 10
Synchronous 32 0.562 0.562 10 10
Synchronous 64 0.556 0.556 2.249 2.249
Synchronous 128 0.431 0.431 2.249 2.249
Decentralized, clipped 16 0.565 0.141 56.78 14.195
Decentralized, clipped 32 0.562 0.141 11356.518 2839.129
Decentralized, clipped 64 0.443 0.111 227.119 56.78
Decentralized, clipped 128 0.886 0.221 45.403 11.351
Decentralized, no clipping 16 0.565 0.141 56.78 14.195
Decentralized, no clipping 32 0.562 0.141 11356.518 2839.129
Decentralized, no clipping 64 0.443 0.111 227.119 56.78
Decentralized, no clipping 128 0.886 0.221 45.403 11.351

At the selected clipped batch-32 coefficient of 3, = 0.999999, the global-target half-life is 11.357 billion targets,
far longer than the 408-million-target training budget. A near-optimal coefficient can therefore correspond
to a very long nominal averaging horizon. This observation is descriptive; it does not establish that a larger
coefficient beyond the grid would improve the final loss.

Allreplicated configurations’ update, global-target, and per-worker target half-lives are included in the bundled
machine-readable tables. Those values are derived from the stored coefficient and batch rather than inferred
from a plot label, avoiding confusion between a worker half-life and a global half-life.
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Appendix C - All clipped decentralized replications, batches 16 and 32

All losses are final full-validation cross-entropy. Mean and sample SD use seeds 42-44; “43-44” keeps the same recipe. Endpoint flags use that method’s executed grid. S2

Batch LR B4 Bs Seed 42 Seed 43 Seed 44 Mean SD 43-44 Flags
16 0.002 0.99 0.9999 3.560726 3.573613 3.578126 3.570822 0.00903 3.57587 —
16 0.002 0.99 0.99999 3.561835 3.574606 3.579187 3.571876 0.008992 3.576896 —
16 0.003 0.99 0.9999 3.566642 3.570891 3.57902 3.572184 0.00629 3.574956 —
16 0.003 0.99 0.99999 3.56864 3.571175 3.581064 3.573626 0.006564 3.576119 —
16 0.002 0.99 0.999999 3.565075 3.574689 3.581306 3.57369 0.008162 3.577998 B,
16 0.002 0.995 0.99999 3.572671 3.572135 3.576443 3.57375 0.002348 3.574289 Bs
16 0.002 0.995 0.999432335 3.572075 3.57288 3.576529 3.573828 0.002373 3.574705 B1
16 0.003 0.995 0.99999 3.572924 3.571032 3.580984 3.57498 0.005285 3.576008 B
16 0.002 0.99 0.999432335 3.568806 3.57515 3.586273 3.576743 0.008842 3.580711 —
16 0.002 0.99 0.999 3.572035 3.578408 3.591459 3.580634 0.009901 3.584933 —
32 0.004 0.98 0.999999 3.559233 3.560862 3.566874 3.562323 0.004024 3.563868 B,
32 0.004 0.98 0.9999 3.558581 3.562124 3.567918 3.562874 0.004714 3.565021 —
32 0.004 0.98 0.99999 3.564046 3.560263 3.565119 3.563142 0.002551 3.562691 —
32 0.003 0.98 0.99999 3.558051 3.566368 3.572903 3.565774 0.007444 3.569635 —
32 0.003 0.98 0.999999 3.557834 3.565308 3.574572 3.565904 0.008385 3.56994 B,
32 0.004 0.98 0.999 3.562392 3.565058 3.570494 3.565982 0.004129 3.567776 —
32 0.006 0.98 0.9999 3.561349 3.564593 3.575459 3.567134 0.00739 3.570026 LR
32 0.003 0.98 0.9999 3.55857 3.565129 3.581498 3.568399 0.011809 3.573313 —
32 0.003 0.98 0.999 3.562472 3.56861 3.580542 3.570541 0.009189 3.574576 —
32 0.002 0.98 0.999999 3.566265 3.572773 3.582357 3.573798 0.008095 3.577565 B,

Rows are ordered by batch and then by three-seed mean loss. Full recipe and configuration identities, source campaign, and half-lives remain in the CSV/JSON extracts. A coefficient shown to ten decimal
places is a display value; full precision is retained in the data.
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Appendix C - All clipped decentralized replications, batches 64 and 128

All losses are final full-validation cross-entropy. Mean and sample SD use seeds 42-44; “43-44” keeps the same recipe. Endpoint flags use that method’s executed grid. S2

Batch LR B4 Bs Seed 42 Seed 43 Seed 44 Mean SD 43-44 Flags
64 0.006 0.95 0.9999 3.557406 3.570658 3.567992 3.565352 0.007009 3.569325 —
64 0.008 0.95 0.99999 3.563917 3.568632 3.564549 3.565699 0.002559 3.56659 LR
64 0.006 0.95 0.999 3.564269 3.567971 3.566501 3.566247 0.001864 3.567236 —
64 0.006 0.95 0.99999 3.560502 3.569147 3.569954 3.566534 0.00524 3.56955 —
64 0.006 0.98 0.9999 3.564793 3.571694 3.565641 3.567376 0.003763 3.568667 —
64 0.006 0.95 0.999999 3.561422 3.571663 3.570296 3.567794 0.00556 3.570979 B,
64 0.004 0.95 0.99999 3.562739 3.570214 3.572644 3.568532 0.005163 3.571429 —
64 0.006 0.95 0.9977312728 3.561828 3.573159 3.570994 3.568661 0.006015 3.572077 —
64 0.004 0.95 0.999 3.560973 3.577548 3.571973 3.570165 0.008434 3.574761 —
64 0.004 0.95 0.999999 3.565657 3.570222 3.574746 3.570208 0.004545 3.572484 B,
128 0.008 0.95 0.999 3.575555 3.576475 3.575151 3.575727 0.000679 3.575813 —
128 0.008 0.95 0.9954676927 3.577205 3.579822 3.575733 3.577587 0.002071 3.577777 —
128 0.008 0.95 0.99999 3.577539 3.584028 3.57709 3.579552 0.003882 3.580559 —
128 0.008 0.95 0.999999 3.579071 3.582757 3.578064 3.579964 0.002471 3.58041 B,
128 0.006 0.95 0.999 3.579534 3.580001 3.583352 3.580962 0.002083 3.581677 —
128 0.006 0.95 0.9954676927 3.576351 3.584722 3.586993 3.582689 0.005605 3.585858 —
128 0.006 0.95 0.99999 3.580826 3.584789 3.587681 3.584432 0.003442 3.586235 —
128 0.006 0.95 0.9999 3.580918 3.587048 3.590724 3.58623 0.004954 3.588886 —
128 0.006 0.95 0.999999 3.584364 3.590043 3.593196 3.589201 0.004475 3.591619 B,
128 0.004 0.95 0.99999 3.58877 3.594524 3.60138 3.594891 0.006313 3.597952 —

Rows are ordered by batch and then by three-seed mean loss. Full recipe and configuration identities, source campaign, and half-lives remain in the CSV/JSON extracts. A coefficient shown to ten decimal
places is a display value; full precision is retained in the data.
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Appendix D - All no-clipping decentralized replications
All losses are final full-validation cross-entropy. Mean and sample SD use seeds 42-44; “43-44” keeps the same recipe. Endpoint flags use that method’s executed grid. S5

Batch LR B4 Bs Seed 42 Seed 43 Seed 44 Mean SD 43-44 Flags
16 0.002 0.99 0.9999 3.570603 3.56765 3.563198 3.56715 0.003728 3.565424 —

16 0.002 0.99 0.999999 3.567113 3.571961 3.566356 3.568477 0.003041 3.569158 B,

16 0.002 0.99 0.99999 3.567308 3.574208 3.572847 3.571455 0.003655 3.573528 —

16 0.002 0.99 0.999432335 3.571204 3.577445 3.574348 3.574332 0.00312 3.575896 —

16 0.003 0.98 0.99999 3.572574 3.578805 3.586753 3.579377 0.007107 3.582779 LR
32 0.003 0.98 0.999999 3.56207 3.562086 3.566862 3.563673 0.002762 3.564474 B,

32 0.003 0.98 0.9999 3.562109 3.564257 3.565616 3.563994 0.001768 3.564937 —

32 0.002 0.98 0.99999 3.564059 3.56943 3.567063 3.566851 0.002692 3.568247 —

32 0.003 0.98 0.999 3.561597 3.565776 3.574793 3.567389 0.006744 3.570285 —

32 0.003 0.98 0.9988649923 3.563509 3.570875 3.569161 3.567848 0.003854 3.570018 —

64 0.004 0.95 0.9999 3.564097 3.571217 3.572853 3.569389 0.004656 3.572035 B1

64 0.006 0.95 0.9977312728 3.566901 3.571029 3.57175 3.569894 0.002616 3.57139 LR, B,
64 0.004 0.95 0.999 3.562307 3.577766 3.573105 3.571059 0.00793 3.575436 B

64 0.004 0.95 0.999999 3.564231 3.573013 3.577498 3.571581 0.006748 3.575255 B1, Bz
64 0.004 0.95 0.99999 3.562757 3.572266 3.580374 3.571799 0.008818 3.57632 B1
128 0.004 0.95 0.999 3.592184 3.59073 3.590524 3.591146 0.000905 3.590627 B.
128 0.006 0.95 0.9954676927 3.593625 3.589693 3.592311 3.591877 0.002002 3.591002 Bs
128 0.004 0.95 0.9999 3.593178 3.595189 3.593014 3.593794 0.001212 3.594102 B1
128 0.004 0.95 0.9954676927 3.591099 3.595648 3.594675 3.593807 0.002395 3.595161 Bs
128 0.006 0.95 0.999 3.594757 3.612752 3.591726 3.599745 0.011366 3.602239 B1

Rows are ordered by batch and then by three-seed mean loss. Full recipe and configuration identities, source campaign, and half-lives remain in the CSV/JSON extracts. A coefficient shown to ten decimal
places is a display value; full precision is retained in the data.
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Appendix E - Synchronous reference and earlier confirmation
E.1 Final conditional synchronous recipes

The following four weight-decay-0.1 recipes define the synchronous reference in the main figures. Their LR
and [, originate in the earlier tuning, and (3, is the frozen conditional seed-42 choice. These are not the same
recipes as the earlier fresh-seed confirmation. [S1]

Batch LR B By Mean SD 43-44 Flags
16 0.001 0.99 0.999432335 3.563334 0.006912 3.566767 LR, B,
32 0.002 0.98 0.9988649923 3.558099 0.006889 3.561848 —

64 0.006 0.96 0.9899494937 3.557833 0.005985 3.561101 —

128 0.008 0.9 0.98 3.567431 0.006313 3.570728 —
Batch Seed 42 Seed 43 Seed 44

16 3.556468 3.563242 3.570292

32 3.550601 3.559547 3.56415

64 3.551298 3.559154 3.563048

128 3.560835 3.568038 3.573418

E.2 Earlier fresh seeds 45-47: a separate experiment

The earlier confirmation compares batch 64 with batch 128 at the original 8; = 0.9 recipes. The table shows the
primary decay-0.1 arm; the original campaign also reports a secondary decay-zero arm. Negative differences
favor batch 64. The descriptive paired 95% Student-t interval has two degrees of freedom and crosses zero.
These results do not confirm the later conditional 3, recipes and do not provide fresh-seed evidence for either
decentralized study. [S1]

Decay Seed Batch 64 Batch 128 Difference
0.1 45 3.560526 3.571667 -0.011141
0.1 46 3.566083 3.570609 -0.004526
0.1 47 3.571742 3.566801 +0.004941

Decay 0.1: mean difference —0.003575, historical 95% interval [-0.023654, +0.016504]; inconclusive.
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Appendix F - Fixed-configuration clipping evidence
F.1 Individual ablation differences

The table retains all twelve original ablation observations as differences from their clipped controls at the same
configuration and seed. Positive differences favor clipping. These observations are a selected subset; their reuse
in the no-clipping campaign is deduplicated. [S4]

Batch LR By Seed Clipped No clipping Difference
16 0.002 0.9999 42 3.560726 3.570603 +0.009876
16 0.002 0.9999 43 3.573613 3.56765 -0.005963
16 0.002 0.9999 44 3.578126 3.563198 -0.014928
16 0.002 0.99999 42 3.561835 3.567308 +0.005473
16 0.002 0.99999 43 3.574606 3.574208 -0.000398
16 0.002 0.99999 44 3.579187 3.572847 -0.006339
32 0.004 0.999999 42 3.559233 3.571899 +0.012665
32 0.004 0.999999 43 3.560862 3.569157 +0.008295
32 0.004 0.999999 44 3.566874 3.558713 -0.008161
32 0.004 0.9999 42 3.558581 3.569764 +0.011183
32 0.004 0.9999 43 3.562124 3.565013 +0.002889
32 0.004 0.9999 44 3.567918 3.570836 +0.002918

F.2 Three-seed overlap between tuning grids

Complete matched replications are available only where both tuning procedures selected the same configu-
ration. The next page reports those mean differences and their seed-wise SDs. This overlap is a consequence
of tuning, not a randomly sampled subset of the grid. A positive mean favors clipping; a negative mean favors
no clipping. Each mean difference equals the arithmetic mean of the three seed differences, and both methods’
individual losses remain in the bundled table. [S2, S5]

The batch-32 comparison is especially useful for interpreting LR dependence. At the larger selected clipped
LR, retaining clipping improves the fixed-configuration mean. At a lower LR, a near-one /3, configuration can
behave differently. This is why the final independently tuned winner comparison and the matched-configu-
ration table are both needed.
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F.3 All matched replicated configurations

Batch LR B4 Bs Mean A SD of A A42 A43 A44

16 0.002 0.99 0.999432 -0.00241 0.00824 +0.002399 +0.002295 -0.011925
16 0.002 0.99 0.9999 -0.003672 0.01256 +0.009876 -0.005963 -0.014928
16 0.002 0.99 0.99999 -0.000421 0.005906 +0.005473 -0.000398 -0.006339
16 0.002 0.99 0.999999 -0.005213 0.008762 +0.002038 -0.002729 -0.01495
32 0.003 0.98 0.999 -0.003152 0.002453 -0.000874 -0.002834 -0.005749
32 0.003 0.98 0.9999 -0.004405 0.010181 +0.003539 -0.000872 -0.015882
32 0.003 0.98 0.999999 -0.002232 0.006034 +0.004236 -0.003222 -0.00771
64 0.004 0.95 0.999 +0.000894 0.000595 +0.001334 +0.000218 +0.001132
64 0.004 0.95 0.99999 +0.003267 0.003997 +0.000019 +0.002052 +0.00773
64 0.004 0.95 0.999999 +0.001372 0.002424 -0.001426 +0.002791 +0.002751
64 0.006 0.95 0.997731 +0.001233 0.003625 +0.005073 -0.00213 +0.000756
128 0.006 0.95 0.995468 +0.009188 0.007005 +0.017274 +0.004971 +0.005318
128 0.006 0.95 0.999 +0.018783 0.012572 +0.015223 +0.032751 +0.008373

All 480 common-grid seed-42 comparisons, including the exact pair of losses and the clipping-specific source
identities, are supplied in the CSV/JSON extracts. Their distribution summaries use the full grid; no large-loss
point is removed as an outlier. The figures may use a transformed axis for readability, but the exported losses
and summary calculations remain on the original loss scale.

F.4 Interpretation of the most informative contrasts

The batch-16 interventions suggest that disabling clipping can slightly improve some highly clipped configu-
rations. The batch-32 interventions show that a recipe with low clipping frequency can nevertheless benefit
from retaining clipping. At larger batches, the seed-42 common grid and separately tuned winners both favor
clipping. These are compatible observations because clipping frequency, intervention effect at fixed settings,
and the optimum after retuning are different quantities.

The apparent usefulness of clipping should not be inferred from the aggregate percentage alone. The timing
and magnitude of the affected gradients, the learning-rate schedule, and the interaction with moments are all
potential explanations. The saved metrics support the reported outcome comparisons but do not isolate those
mechanisms.
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Appendix G - Provenance and reproducibility
G.1 Authoritative source records

The evidence package refers to the following completed repository-local records. Source IDs used in the prose
and figure captions identify these records; the bundled source manifest stores file hashes and the extraction/
build identities. No external research claim is needed to establish the numerical findings in this report.

ID Record Repository-relative location

S1 Synchronous tuning runs/sync-20m-c512-small-batch/

S2 Unified clipped decentralized runs/packed4-awc-exponential-20m-c512-small-batch-unified/
tuning

S3 . . o . runs/packed4-awc-exponential-20m-c512-small-batch-clipping/
Pre-intervention clipping audit clipping-audit/

S4 Fixed—conﬁguration Clipping ab- runs/packed4-awc-exponential-20m-c512-small-batch-clipping/
lation

S5 No—clipping decentralized tuning runs/packed4-awc-exponential-20m-c512-small-batch-no-clipping/

The unified clipped record indexes the original campaign and its second-moment extension while retaining
their source-campaign identities and frozen promotion sets. It preserves canceled scheduler allocations and
failed or partial attempts as provenance; those attempts are not counted as extra completed measurements. The
no-clipping import ledger preserves the original artifact hashes, configuration identities, scheduler evidence,
and historical account metadata of reused observations.

Full configuration identity includes clipping and seed; a short recipe label alone is not sufficient for observa-
tion identity. The bundled extraction deduplicates imported observations without fabricating local scheduler
receipts. Promotion eligibility is verified against the frozen selections, and replications that were not selected
remain supplemental. No observation is replaced because its replication result is unfavorable.

G.2 Build from bundled extracts
From the document directory, run ./build.sh to regenerate the figures and compile slides.pdf and
report.pdf. The build uses bundled CSV/JSON data and requires no runs/ directory or GPU. Use the
documented --refresh option only when deliberately re-extracting the existing campaign artifacts; refresh
records the source hashes and does not launch training. The presentation and report share the same derived
measurements and consistent method colors.

Machine-readable extracts retain individual seeds, sample SDs, seeds-43-44 means, grid flags, optimizer
half-lives, worker clipping counters, performance measurements, and source identities. They also preserve dis-
tinctions among final conditional synchronous tuning, earlier confirmation, the fixed-configuration ablation,
and the no-clipping primary and supplemental observations.
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G.3 Acceptance checks and audit boundaries

The document build checks numerical aggregates against the bundled records: three-seed means and sample
SDs; seed-specific differences; perplexity ratios; first- and second-moment half-lives; clipping-count denomi-
nators; frozen selection membership; and the complete 480-point matched grid. Source hashes identify the
exact campaign artifacts used at refresh time. Figure values and numerical callouts are regenerated rather than
transcribed from screenshots.

Presentation checks require exactly 13 slide pages, a 16:9 page size, and only 16, 32, 64, and 128 on batch
axes. Both PDFs are rendered for visual inspection of text, tables, figures, and page boundaries. The report’s
wide tables use landscape A4 pages; other report pages use portrait A4. A portable rebuild from the bundled
document directory verifies that figures and PDFs are independent of the original campaign paths.

These checks establish consistency of the document with the authenticated experiment records. They do not
make the tuning procedures statistically equivalent, turn replication seeds into fresh confirmation, or justify
untested scaling claims. A source identity establishes which code and configuration produced an observation;
it is not proof that every possible implementation-level bias has been excluded.

Scope of this research record. Results are those completed through 1 October 2026. No training, checkpoint
creation, selection changes, or grid extensions are performed to produce the documents. The strongest claims are
empirical and bounded by the model, budget, batch sizes, and tested configurations reported here.

The frozen cache identity shared by the principal comparisons is
7618ae8749071£012cd3e3e27£96480eal8c5da5dca59cf90330£35beaaddalc. The C4  dataset revision is
1588ec454efala09£29cd18ddd04fe05£c8653a2 tokenizer revision is 59£6£375b26bde864a6cal94a9a3044570490064.
Full source-file, manifest, selection, configuration, dependency, and extracted-result hashes are recorded in
provenance. json and the bundled source entries, rather than replaced by mutable checkout state.
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Appendix H - Descriptive performance measurements

The table gives medians across the source-specific screening pools. Rates are in millions of global targets per
second; durations are measured session seconds; memory is peak allocated GiB over the recorded run, including
final evaluation at batch 128. The pools differ and are not controlled repetitions of one recipe. Individual
observations, quartiles, and source/environment strata remain in the bundled performance data. [S1, S2, S5]

Method Batch  Runs Steady M/s Session s Peak GiB
Synchronous 16 21 0.726 698.1 19.946
Synchronous 32 21 1.36 434.9 19.943
Synchronous 64 18 1.624 409 19.946
Synchronous 128 6 1.751 390.2 19.946
Decentralized, clipped 16 210 0.512 933.5 21.248
Decentralized, clipped 32 210 0.972 553.8 21.245
Decentralized, clipped 64 210 1.324 441 21.242
Decentralized, clipped 128 210 1.535 402.7 21.241
Decentralized, no clipping 16 120 0.531 911.9 21.248
Decentralized, no clipping 32 120 1.007 543.4 21.245
Decentralized, no clipping 64 120 1.352 435 21.242
Decentralized, no clipping 128 120 1.556 395.8 21.241

Synchronous screening uses the available current-source weight-decay-0.1 runs. The clipped decentralized
summary uses 210 screening configurations per batch; no clipping uses the reduced 120-configuration grid.
A historical selected synchronous recipe can therefore differ from the runs used for the corresponding
performance pool. In particular, the historical batch-128 clipping rate is missing even though current-source
batch-128 performance measurements exist. These are distinct records with distinct purposes.

The memory peaks are close in magnitude across batch sizes. They summarize the full measured execution,
including fixed-batch evaluation, parameter and moment storage, and compiled execution. This measurement
scope is consistent with the absence of a simple monotonic training-batch relationship, but the metrics do not
identify the allocation that sets each peak. A controlled training-only memory experiment would be needed to
answer that narrower question; no such experiment is added here.
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Appendix | - Tuning heatmaps: synchronous screening

Initial LR/f3, screening at fixed 5; = 0.9 and weight decay 0.1. Each panel fixes the global batch. These seed-42 measurements precede the conditional 3; tuning that supplies the final

synchronous reference. [S1]
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Figure 11: All 98 eligible initial-screening observations are shown. Cell labels give excess final validation loss above the best displayed initial-screening candidate at that batch; grey cells were not tested
in th1s Stage. “H” identifies retained historical batch-128 observations. The fresh repeat of a historical reference is excluded from this grid, and later 3, diagnostics are not pooled. “HL 10M” means 3, =

g—Bx?

leading zeros omitted, so a displayed .000 can be positive. These are screening losses, not three-seed means.
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Appendix | - Decentralized, clipped: global batch 16, local batch 4

Full seed-42 Cartesian grid: 210 configurations. Each panel fixes 8;; rows vary LR and columns vary (,. The original search and its second-moment extension are unified here. [S2]
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Figure 12: Cell labels give excess final validation loss above the best seed-42 observation for this method and batch. Every tested configuration, including poor outcomes, is retained. All nine maps share

one color scale: linear up to excess loss 0.01, logarlthmlc above, with the upSPer limit set to the largest displayed excess. The red outline marks the screening minimum; labels are rounded to 0.001 with

leading zeros omitted, so .000 can be positive. “HL 10M” means B, = 27 107, a nominal half-life of 10 million global targets or 2.5 million per-worker targets. Screening maps show tuning sensitivity;
ﬁnal rankings use the separate three-seed results.
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Appendix | - Decentralized, clipped: global batch 32, local batch 8

Full seed-42 Cartesian grid: 210 configurations. Each panel fixes 8;; rows vary LR and columns vary (,. The original search and its second-moment extension are unified here. [S2]
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Figure 13: Cell labels give excess final validation loss above the best seed-42 observation for this method and batch. Every tested configuration, including poor outcomes, is retained. All nine maps share

one color scale: linear up to excess loss 0.01, logarlthmlc above, with the upSPer limit set to the largest displayed excess. The red outline marks the screening minimum; labels are rounded to 0.001 with

leading zeros omitted, so .000 can be positive. “HL 10M” means B, = 27 107, a nominal half-life of 10 million global targets or 2.5 million per-worker targets. Screening maps show tuning sensitivity;
ﬁnal rankings use the separate three-seed results.
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Appendix | - Decentralized, clipped: global batch 64, local batch 16

Full seed-42 Cartesian grid: 210 configurations. Each panel fixes 8;; rows vary LR and columns vary (,. The original search and its second-moment extension are unified here. [S2]
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Figure 14: Cell labels give excess final validation loss above the best seed-42 observation for this method and batch. Every tested configuration, including poor outcomes, is retained. All nine maps share

one color scale: linear up to excess loss 0.01, logarlthmlc above, with the upSPer limit set to the largest displayed excess. The red outline marks the screening minimum; labels are rounded to 0.001 with

leading zeros omitted, so .000 can be positive. “HL 10M” means B, = 27 107, a nominal half-life of 10 million global targets or 2.5 million per-worker targets. Screening maps show tuning sensitivity;
ﬁnal rankings use the separate three-seed results.
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Appendix | - Decentralized, clipped: global batch 128, local batch 32

Full seed-42 Cartesian grid: 210 configurations. Each panel fixes 8;; rows vary LR and columns vary (,. The original search and its second-moment extension are unified here. [S2]
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Figure 15: Cell labels give excess final validation loss above the best seed-42 observation for this method and batch. Every tested configuration, including poor outcomes, is retained. All nine maps share

one color scale: linear up to excess loss 0.01, logarlthmlc above, with the upSPer limit set to the largest displayed excess. The red outline marks the screening minimum; labels are rounded to 0.001 with

leading zeros omitted, so .000 can be positive. “HL 10M” means B, = 27 107, a nominal half-life of 10 million global targets or 2.5 million per-worker targets. Screening maps show tuning sensitivity;
ﬁnal rankings use the separate three-seed results.
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Appendix | - Decentralized, no clipping: global batch 16, local batch 4

Full seed-42 Cartesian grid: 120 configurations. Each panel fixes 8;; rows vary LR and columns vary (,. Clipping is disabled throughout this reduced grid. [S5]
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Figure 16: Cell labels give excess final validation loss above the best seed-42 observation for this method and batch. Every tested configuration, including poor outcomes, is retained. All nine maps share

one color scale: linear up to excess loss 0.01, logarithmic above, with the upper limit set to the largest displayed excess. The red outline marks the screening minimum; labels are rounded to 0.001 with

leading zeros omitted, so .000 can be positive. “HL 10M” means 3, = 275507 | a nominal half-life of 10 million global targets or 2.5 million per-worker targets. Screening maps show tuning sensitivity;
final rankings use the separate three-seed results.
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Appendix | - Decentralized, no clipping: global batch 32, local batch 8

Full seed-42 Cartesian grid: 120 configurations. Each panel fixes /3;; rows vary LR and columns vary f,. Clipping is disabled throughout this reduced grid. [S5]
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Figure 17: Cell labels give excess final validation loss above the best seed-42 observation for this method and batch. Every tested configuration, including poor outcomes, is retained. All nine maps share
one color scale: linear up to excess loss 0.01, logarithmic above, with the upper limit set to the largest displayed excess. The red outline marks the screening minimum; labels are rounded to 0.001 with
leading zeros omitted, so .000 can be positive. “HL 10M” means 3, = 275507 | a nominal half-life of 10 million global targets or 2.5 million per-worker targets. Screening maps show tuning sensitivity;

final rankings use the separate three-seed results.
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Appendix | - Decentralized, no clipping: global batch 64, local batch 16

Full seed-42 Cartesian grid: 120 configurations. Each panel fixes /3;; rows vary LR and columns vary f,. Clipping is disabled throughout this reduced grid. [S5]
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Figure 18: Cell labels give excess final validation loss above the best seed-42 observation for this method and batch. Every tested configuration, including poor outcomes, is retained. All nine maps share
one color scale: linear up to excess loss 0.01, logarithmic above, with the upper limit set to the largest displayed excess. The red outline marks the screening minimum; labels are rounded to 0.001 with

leading zeros omitted, so .000 can be positive. “HL 10M” means 3, = 275507 | a nominal half-life of 10 million global targets or 2.5 million per-worker targets. Screening maps show tuning sensitivity;
final rankings use the separate three-seed results.
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Appendix | - Decentralized, no clipping: global batch 128, local batch 32

Full seed-42 Cartesian grid: 120 configurations. Each panel fixes /3;; rows vary LR and columns vary f,. Clipping is disabled throughout this reduced grid. [S5]
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Figure 19: Cell labels give excess final validation loss above the best seed-42 observation for this method and batch. Every tested configuration, including poor outcomes, is retained. All nine maps share

one color scale: linear up to excess loss 0.01, logarlthmlc above, with the upSPer limit set to the largest displayed excess. The red outline marks the screening minimum; labels are rounded to 0.001 with

leading zeros omitted, so .000 can be positive. “HL 10M” means B, = 27 107, a nominal half-life of 10 million global targets or 2.5 million per-worker targets. Screening maps show tuning sensitivity;
ﬁnal rankings use the separate three-seed results.
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